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Editor's Notes 

It is with sincere gratitude that SACJ takes leave of Dr 
Peter Lay who, until recently, was the assistant editor 
dealing with Information Systems. He has left academia 
for what sounds like a more gentle lifestyle. (He has gone 
farming!) Under Peter's stewardship the number ofhigh
quality IS papers in SACJ grew steadily. In general, IS 
papers tend to be accessible and relevant to a wide 
spectrum of computer professionals, and the quality of IS 
papers that have been appearing in SACJ has significantly 
contributed to the increased interest being shown in the 
journal by the local computer industry. If this growth in 
interest is to be sustained, it is urgent and important to 
find a suitable replacement assistant editor. The ideal 
candidate should not only be respected as an academic by 
his peers, but should also be disposed to enthusiastically 
promote SACJ in the private sector. Since a shortlist of 
candidates is currently being compiled, I would like issue 
a general appeal for names that might be included on it. 
Please contact me urgently if you would like to be 
considered for the job, or if you would like to nominate 
someone that you consider to be particularly suitable. 

My three year term of office as editor expires in October. 
I have always considered it a great privilege to hold this 
position, and as a result, I felt honoured when the SAICS 
executive committee requested that I stay on for a further 
term. Nevertheless, I initially declined the request on the 
grounds that the time-demands of the job were 
significantly eroding my ability to fulfil other duties. 
Particularly demanding has been the task of seeing to the 
typesetting of the various contributions - either by doing 
it myself, or by ensuring that it is adequately done by 
someone else. Recently, however, Prof G de V Smit 
(Riel Smit) at UCT has offered to assume the role of 
production editor. This generous offer so much changes 
the complexion of what is being asked of me that I am 

now both willing and honoured to continue as editor for 
another term. I am very grateful to Riel for his offer and 
I look forward to working with him. In future, authors 
whose papers have been accepted for publication will be 
asked to liaise directly with him regarding the precise 
form in which the final contribution should be submitted. 

The next issue of SACJ will consist largely of a selection 
of papers that were presented at the 6th South African 
Computer symposium. The selection will be based on 
comments from the referees who, at the time, were asked 
to adjudicate the papers in terms of their appropriateness 
for both the conference as well as for SACJ publication. 
Papers which, in the opinion of one or more referees, 
required major revision will have to be resubmitted to 
SACJ for refereeing purposes. Authors will soon be 
contact in this regard. 

At the time of writing, the updated list of "approved" 
publications for the first half of 1991 had not yet been 
released by the relevant authorities. For the sake of past, 
present and future contributors I sincerely hope that SACJ 
will be on the list when it eventually comes out. 
However, I have become increasingly aware that there is 
a real danger of laying too much store on papers 
published in so-called approved journals as a basis for 
evaluating and rewarding research. I hope to expand 
more fully on this theme in a future edition of SACJ. 
Keep watching this space! 

Derrick Kourie 
Editor 
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Cost-effective visual simulation based on graphics workstations 
1A Caduri and 2D G Kourie 

1Teklogic (Pty) Ltd,Johannesburg, RSA 
2University of Pretoria, Hatfield 0083, RSA 

Abstract 
Visual simulators can play a key role in personnel training and the evaluation of engineering designs. Although 
commercially available simulators provide realistic 3D perspective images, they are priced in the million dollar bracket. 
To provide realism, their visual systems rely mainly on computer-generated imagery (CG!) technology. Demand for 
cheaper visual simulation systems, coupled with advances in VLSI technology, prompted a project to investigate the 
feasibility of in-house development of a low-cost CGI-based visual simulator. Following a broad literature and market 
survey (including the evaluation of various graphics systems) such a system was in fact developed, using a high
perf onnance graphics workstation. The system simulates te"ain; natural and man-made surf ace features; dynamic objects 
in daylight, dusk, and night conditions; and haze and fog effects. The success of the project implies that visual simulation 
need no longer be confined to the aerospace and military markets, but can be extended across a wider spectrom of the 
industrial market. 

This paper provides brief surveys of visual simulation, CG! technology, and technology trends in graphics 
workstations. It then discusses relevant design and implementation issues addressed in the development of the low-cost 
CGI-based visual simulator. 
Keywords: Computer generated imagery, Visual simulation, Graphics workstation. 
Computing Review Catgories: 1.3.2, 1.3.3, 1.3.5, 1.3.7 

1. Introduction 

Visual representations play a critical role in craft 
simulators used for training and engineering design 
testing (5]. Such visual simulators rely mainly on 
Computer Generated Imagery (CGI) technology to 
provide realistic and perspectively correct colour images 
to the trainee/ operator, according to the position and 
attitude of the craft. Advanced visual simulators, such as 
those used by flight simulators (21] and driving 
simulators (11], have stringent real-time performance 
requirements that demand the use of powerful and 
dedicated hardware. The price for an advanced visual 
simulator depends on the final configuration and 
enhancements, but might range between $2 million to 
$15 million. While progress in VLSI technology has lead 
many advanced simulator manufacturers to upgrade and 
add new capabilities to their systems, prices remain 
high. Consequently, use of these systems is restricted to 
large institutions that can afford the heavy capital 
expenditure, such as the military, and the aerospace and 
automobile manufacturing industries. 

On the other hand, there are many other potential 
applications for visual simulation where performance 
requirements are close to real-time, but not as stringent 
as those addressed by advanced simulators. These 
applications, which could be classified as near real-time, 
include ship-handling, air traffic contol, crane operation, 
and factory floor simulation. Limiting image generation 
to near real-time rates could provide a cost-effective 
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strategy for implementing such applications. 
Graphics workstations appear to offer a basis for 

low-cost near real-time visual simulation. However, 
since they are targeted at a broad spectrum of users and 
therefore offer a broad spectrum of graphics 
applications, they do not specifically address a number 
of issues which are relevant in near real-time visual 
simulation. For example, many dedicated graphics 
functions which could be hard-wired, are generally 
performed by firmware on the graphics engine, or by 
software on the host processor. One is also generally 
confined to work in a non-real-time environment such 
as the Unix operating system (OS). Moreover, selecting 
an appropriate workstation for visual simulation is 
fraught with difficulty, due to a lack of benchmarking 
standards and to misleading technical specifications. 

These facts, coupled with a great demand for low
cost visual simulators, were the main motives behind an 
in-house study and subsequent development of a few 
visual systems based on graphics workstations. 

The following section addresses a number of 
relevant background issues. Performance requirements 
for visual simulation are discussed in more detail, and 
overviews of CGI and technology trends in graphics 
workstations are given. Section 3 focuses on matters 
that arise in developing a visual simulator on a graphics 
workstation. The selection of an appropriate 
workstation, strategies for overcoming Unix limitations, 
the implementation of real-time image rendering 
techniques, and several other design and 
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implementation issues are considered. The concluding 
section evaluates the system that was developed, looks 
to future trends in the field and reflects on the 

2. Background 

2.1 Visual Simulation Performance Requirements 
Real-time performance requirements of simulators stem 
from the need to match the simulated craft and its 
interaction with the environment as closely as possible 
to the real world. Not only should the system properly 
present audial, visual and other perceptual cues, but it 
should also respond with appropriate speed. Non
compliance with the above may result in a negative 
training effect. 

Speed of response implies that reactions to external 
stimuli should be processed rapidly, and that the effects 
of these reactions should be readily apparent. The 
system's transport delay, or latency, should therefore be 
very low. It also requires the correct coordination of 
many sensory inputs to and from the trainee. For 
example, the visual cues must not react later than the 
motion or audio cues. According to studies conducted 
by the Singer company [29], the transport delay for 
advanced flight simulators should not exceed 150ms, and 
the delay between one simulated cue to another should 
not exceed 20ms. This means that if the host simulator 
computer requires 70ms to process the operator's 
control inputs, it leaves the visual system with only 80ms 
to generate the image. 

Performance is also measured against scene detail. 
The level of image realism increases with increasing 
scene detail, and so does the overall system 
performance and cost. Advanced visual simulators used 
for military applications require scene detail such as 
grass, tree leaves, and impressions left in the sand of 
moving vehicles. It must however be emphasized that 
the goal of visual simulation is training effectiveness 
rather than image realism [23]. Scenes produced by 
simulators need only be of sufficient quality and content 
to allow the operator to improve their skills. 

Performance is also measured against the 
simulator's image update rate. The impulse response of 
the human visual system increases with increasing 
luminance. In bright daylight conditions, the eye can 
respond within 20 milliseconds, which translates to a 
refresh rate of 50 frames per second. In low brightness 
conditions, 25 frames per second may be sufficient. 
(Standard PAL TV is refreshed at a rate of 25 frames 
per second, formed from 50 fields, with 2:1 interlacing 
to reduce flicker). For these reasons, advanced flight 
simulators display images at an update rate of 50Hz for 
daylight conditions ( e.g. Rediffusion's SPX500), and 
25Hz for dusk and night conditions ( e.g. Rediffusion's 
SPX200). Images generated at these rates are 
completely smooth with no flickering or spatial 
separation effects. 
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As previously mentioned, the performance 
requirements of many potential visual simulation 
applications are not as stringent as in flight or driving 
simulation, and can be classified as near real-time. Near 
real-time simulation can be applied in cases where the 
craft is limited in terms of speed, acceleration/turn rate 
and degrees-of-freedom. In ship handling simulation, for 
example, a transport delay of 250ms and image update 
rate of 12Hz would still be tolerable. Near real-time 
simulation can also be applied in applications where the 
visual cues play an important but not critical training 
role. In many cases the visual display can be simplified 
to show a wireframe (grid) image of the horizon and 
terrain. Where visuals seen by the operator through a 
optical sight ( situated aboard a static or dynamic craft) 
are to be simulated, the operator controls interface 
directly to the visual system and do not affect the 
dynamics of the craft. This reduces the 1/0 processing 
load on the visual system, and also reduces the visual 
transport delay. Near real-time visual simulation could 
therefore be appropriate for applications such as ship
handling, optical sighting, air traffic control, handling of 
slow moving vehicles, crane operation, factory floor and 
robotics simulation, and many more. 

2.2 Computer Generated Imagery Overview 
The ability of computer-generated imagery (CGI) to 
simulate continuous movement through a three
dimensional (30) terrain makes it the most popular 
visual simulation technology. Other technologies include 
Closed Circuit TV ( CCTV) (which is slowly being 
phased out) and videodisc players [15]. 

CGI technology was first introduced more than two 
decades ago in the development of flight simulators for 
pilot training, and remains its most important 
application. A detailed and comprehensive review of 
CGI in flight simulation is provided by Schachter [23]. 
The term CGI is generally used to refer to the real-time 
generation of images by computer, using non
conventional 30 computer graphics techniques. This 
implies that the generated images have a synthetic 
cartoon-like appearance. It also implies that a 
considerable amount of computational power is required 
to generate the images in real-time. Powerful image 
generation hardware accounts for a major portion of 
advanced simulator costs. 

One way to conceptualize CGI is to imagine a 
window somewhere in space (Figure 1). The 
observer /trainee looks through this window, the viewing 
plane, into a 30 world. The world is modelled with flat 
surfaces, called polygons. ( Curved surfaces are less 
common in CGI.) Polygons can have three or more 
vertices. Each polygon is defined in terms of colour, 
surface normal vector, texture and other attributes. A 
collection of polygons make up a model, representing a 
30 object such as a tree, house, car, etc. A collection of 
polygon models make up the visual data base. Typically, 
such a data base might include one or more polygon 
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Figure 1 30 Polygonized world scenario 

models to represent dynamic objects, and polygon 
models to represent the terrain or environment. 
Clusters of polygons within the terrain might also be 
explicitly defined for purposes to be discussed below. 

As the observer "flies" or "walks" through the 30 
world, the polygons falling in the observer's field-of
view (FOV) are extracted from the data base and sorted 
in a specified order. Polygons facing away from the 
observer are removed. The remaining polygons are 
transformed from the 30 world coordinate system to 
the screen coordinate system using viewing- and 
perspective transformations. They are then clipped 
against the viewing pyramid boundary planes. Image 
synthesis is then applied, which consists of scan 
converting the polygon vertex and attribute data into 
pixel data, and applying realistic image rendering 
techniques. The techniques used to achieve and enhance 
image realism include shading, texture mapping, 
antialiasing, transparency, shadowing, atmospheric -
effects, dithering and depth-cueing. These operations 
are well documented by Shachter [24] and computer 
graphics text books [13,16,18]. 

CGI-based visual systems, also referred to as 
Computer Image Generators (CIGs), implement the 
above steps in pipelined stages, using dedicated high-
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performance processors. The combined performance of 
the processors is typically of the order of a few hundred 
MFLOPS and few thousand MIPS [30]. Advanced CIGs 
are produced by manufacturers such as General 
Electric, Singer-Link, Evans and Sutherland, and 
McDonnell Douglas. Their designs represent the 
culmination of many years of research and the resulting 
visual systems are very costly. The price of an advanced 
three-channel CIG normally starts at about $2 million 
and can exceed the $10 million bracket, depending on 
its configuration and performance. 

2.3 Trends in Graphics Workstations 
There have been significant developments in recent 
years in the graphics workstation market. The progress 
in VLSI technology coupled with fierce competition in 
the USA have resulted in a highly dynamic market 
showing a continuously improving price-performance 
ratio. This has led to the emergence of graphics 
superworkstations at the high-end, and low-cost 
powerful workstations at the lower end. Prices range 
between $25,000 and $150,000. 

Graphics workstations are required for graphics
intensive applications such as scientific simulation, 
imaging, mapping and animation. A graphics 
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workstation typically consist of a 32-bit RISC-based host 
computer, tightly coupled to a powerful graphics engine. 
Communication betwee_n the host and graphics engine 
takes place via a dedicated high-speed bus. The host 
handles both application processing and display list 
processing, i.e. the display list resides in main memory. 
(This represents a shift away from graphics terminal 
architecture.) Top-end superworkstations, such as the 
Silicon Graphics (SGI) Power Series and the Apollo 
ONlOOOO, feature a multiprocessor-based host 
computer. (The SGI 40 /'2i30, featuring 8 25MHz CPUs, 
is rated at 160 MIPS and '2i3 MFLOPS.) These are also 
referred to as graphics supercomputers. The 
accompanying graphics engine generates high-fidelity, 
high-resolution, three-dimensional realistic images at 
almost real-time rates. Graphics engines incorporate 
parallel architectures to attain the high throughput and 
computation demands of real-time graphics. The SGI 
GTX engine, for example, employs 5 pipelined 
geometry engines, 7 parallel edge processors, and 5 
parallel span processors [1]. It also employs 20 image 
engines in parallel, one for 1/20th of the screen, 
achieving a scan conversion rate of 80 million pixels per 
second. 

The current state in the evolution of graphics 
workstations is approaching photographic realism -
hence the emergence of the term "photorealistic" ['2i3]. 
Most graphics workstations today support hardware
assisted image rendering capabilities such as a variety of 
illumination and light-source models, faceted and 
smooth shading, Z-buffering, depth-cueing, 
transparency, and dithering. Performance ratings of 
20,000 to 100,000 smooth-shaded and Z-buffered 
polygons are the norm. 

The recent introduction of the SGI VGX and 
HP/ Apollo VRX graphics engines represents a 
fundamental shift in the design and architecture of 
graphics workstations [25]. This new generation of 
graphics engines is characterised by increased 
performance, improved programmability, and availability 
of hardware-assisted image processing functions ( at a 
minimum real-time antialiasing and texture mapping). 
The SGI VGX, with a performance rating of one 
million smooth-shaded and Z-buffered polygons per 
second, performs real-time texture-mapping, 
antialiasing, translucency mapping, motion blur, fog and 
haze effects, soft shadowing, and depth-of-field. The 
HP/ Apollo VRX, rated at 250,000 polygons per second, 
also offers real-time texture-mapping and antialiasing. 
The sophistication of the VRX is more notable at the 
front-end of the pipeline, which is programmable. 
Object-space computations, such as those required for 
radiosity and ray-tracing algorithms, can therefore be 
supported in hardware. 

3. Workstation-based Visual Simulator 
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Development 

3.1 Selecting the Right Workstation 
The task of evaluating suitable graphics workstations is 
in general a very difficult one, especially in the light of 
a rapidly changing market and lack of benchmarking 
standards [10,17]. The most important criteria for 
selecting a graphics workstation for a graphics intensive 
application are cost, overall system performance, the 
application and graphics software base, and local 
support. The overall system performance is a 
combination of CPU performance, graphics 
performance, system architecture and OS features. In 
most cases vendor supplied technical specifications and 
benchmarks are insufficient. It is therefore advisable to 
perform hands-on evaluation wherever possible. In the 
course of development of various visual systems, six 
graphics workstations were evaluated, namely the 
Hewlett-Packard (HP) 320SRX, the HP 350SRX, the 
HP 825SRX, the HP 835TurboSRX, the SGI Personal 
Iris, and the Tektronix 4336. Intensive work on these 
workstations provided invaluable insight into the 
problematic aspects associated with many systems. 

When gauging CPU performance, it is inadequate 
to focus only on ratings of instruction performance 
(measured in MIPS and Ohrystones) and floating-point 
arithmetic performance (measured in MFLOPS, 
Whetstones and Linpacks). Besides OS features 
( discussed in the next section), other parameters such as 
1/0 bandwidth and memory options (phvsical and 
virtual) are just as important [8]. 

Similarly, graphics performance should not be 
gauged solely on the number of 30 shaded polygons per 
second. This number is generally applicable for 10x10 
pixel polygons. As the size of polygons grows in terms 
of pixels, this number drops significantly, due to the 
scan conversion (pixel draw) rate limitations, which 
represents the most severe bottleneck in graphics 
workstations. The scan conversion rate is also radically 
affected by Z-buffering, even when a dedicated Z-buffer 
is present. This was noted on HP's SRX and TurboSRX 
graphics engines, where the nominal pixel draw rate of 
16 megapixels per second dropped by about 50% when 
Z-buffering was switched on. One should also take into 
account the time to clear and swap frame-buffers. For 
example, the SGI and HP graphics engines deliver a 
frame-buffer clear time of less than lOms, as compared 
with the Sun's CXP engine (now superseded) which may 
be as high as 135ms. Poor synchronization between the 
double-buffer swapping mechanism and CRT refresh 
mechanism might also lead to considerable time delays 
and impose image update rate limitations. Whereas the 
update rates of the SRX and TurboSRX graphics 
engines were found to be limited to 30Hz, the SGI 
GTX is said to be optimized for update rates of 30Hz 
and 60Hz [1]. 

The overall machine architecture should also be 
taken into account. Certain workstations are not tightly 
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Figure 2 Dynamic object polygon model 

coupled. In the Tektronix 4336 workstation, for 
example, the host processor and all other graphics 
engine processor boards communicate via one VME 
bus. Moreover, the host processor first downloads its 
low-level graphics commands to a graphics engine 
display list memory. The display list is then interpreted 
by the graphics control processor and only then sent to 
the pixel processor for rendering. A considerable 
throughput delay was therefore obtained. 

3.2 Overcoming Unix Limitations 
Unix (System V) is a bulky, non-deterministic operating 
system with high software overheads, and more suited 
towards the data-processing environment. Unix is based 
on a time-sharing scheduling policy, striving f qr fairness 
to all users and acceptable response time for terminal 
users. The kernel dynamically adjusts process priorities. 
As a result it is difficult to guarantee that one process 
has a priority greater than the another. A Unix process 
can therefore execute in kernel mode for long periods 
of time without allowing a high priority process to 
preempt it. The lack of priority-based preemptive 
scheduling is particularly felt when Unix daemons 
(background processes) suddenly take over. Moreover, 
Unix is also a virtual memory operating system: tasks 
are continuously swapped to and from disc on the basis 
of a scheduling algorithm, causing unacceptable delay in 
their execution. This violates the response time 
requirements of many real-time applications which 
require immediate response to interrupts. Other Unix 
limitations include inadequate timer resolution and 
time-scheduling capabilities, as well as slow file system 
performance. 

The recent popularity of Unix, as well as the aqded 
power of many Unix-based machines, is pressurising 
many vendors to provide real-time capabilities with their 
Unix. There are two approaches to the problem [12,24]. 
One approach is to enhance Unix with real-time 
extensions. These include the insertion of preemption 
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points and the addition of system calls and library 
features. Such examples include Masscomp's RTU and 
Hewelett Packard's HP-UX. A second approach is to 
rewrite the kernel from the ground up for real-time 
functionality. This approach offers a higher level of 
determinism and increased performance compared with 
the first one. It is the approach that has been taken by 
companies such as Alcyon and Lynx Real-time Systems 
Inc. Currently, an IEEE subcommittee is working on 
the Posix standards for real-time extensions to Unix 
(24]. 

The software design approach in a Unix 
environment depends on the additional OS features 
provided by the vendor, the performance that the 
training application demands and the strength of the 
underlying hardware. Essentially the choice is between 
a multi-tasking system design and a design based on a 
single very large task. The latter could clearly be very 
restrictive but is less prone to encumberances 

associated with a Unix implementation that does not 
have real-time extensions. Whichever design approach 
is taken, the features and limitations of the working 
version of Unix should be analysed so as to structure 
the software to take full advantage of its strengths and 
overcome its limitations. (This is also illustrated by 
Cramer [9]). 

In the light of these observations, the following 
design guidelines were drawn up and adhered to during 
development on various Unix machines: 

3.2.1. Eliminate unnecessary background processes 
Unrelated background processes (daemons) which 
needlessly consume computer resources should be 
prevented from running during simulation run-time. 
Disabling these daemons can be done at boot up time 
or by means of a script shell. With real-time 
enhancements the problem can be overcome by 
prioritizing the critical application tasks. 

3.2.2. Lock simulation processes in memory 
Swapping tasks to and from disk causes unacceptable 
delay in execution. The critical part of the software 
should therefore always reside in memory. This can be 
implemented by locking the tasks in memory (with real
time enhancements) and by ensuring that sufficient 
RAM is available on the system. 

3.2.3. Reduce context switching operations 
Since context switching in Unix is relatively slow, the 
number of software tasks and number of system calls to 
the operating system should be reduced to a minimum. 

3.2.4. Make best use of IPC mechanisms 
In order to maximize performance, the software 
architecture should be designed around the Unix IPC 
(inter-processor communication) mechanisms. The best 
IPC method for a given application depends on the 
structure of the communicating programs and the 
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Figure 3 Cluster polygon model 

amount and kind of data that must be passed. A clear 
understanding of the strengths and limitations of the 
IPC mechanisms is needed when designing the software. 
When selecting IPC mechanisms, the following design 
guidelines should be adhered to. (These guidelines are 
based on IPC benchmarks carried out by Watkins (27], 
observations made by Rochkind [20] and development 
team experience). 

Set up as few as possible IPC mechanisms, to 
reduce operating system overheads. Rochkind (20] 
provides many alternative routes by writing his own 
simplified IPC procedures. Semaphore calls should be 
reduced where possible. The use of OS resources does 
not always necessitate the use of semaphores. 

Use message queues for small data exchange, and 
shared memory for large data exchange [27]. (This 
assumes that shared memory exchange is combined with 
semaphores). Communication with message queues is 
however not asynchronous, i.e. one must be at a· specific 
point in a program wh~n receiving or waiting for a 
message. 

Reduce the number of signals used and provide a 
safe interface to signals. Various system calls return 
errors if a signal is received while the system call is in 
progress. Moreover, the Unix OS tends to be in an 
undefined state when processing a signal handler. Signal 
blocking mechanisms should therefore be implemented 
to prevent other signals from interrupting the kernel. 
Signal handler routines should also be as short as 
possible. 

3.3 Real-time Visible Surface Determination 
Real-time visible surface determination is arguably one 
of the most difficult CGI functions to implement. Its 
main objective is to retrieve the visible polygons from 
the active data base and pass them down the viewing 
pipeline for further processing. The retrieval must be 
done in a prioritized order to prevent polygons from 
incorrectly obscuring others when drawn on the screen. 
(This is commonly referred to as hidden surface 
removal.) Visible surface determination becomes more 
difficult to implement as the size of the data base and 
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the the observer's degrees-of-freedom 
increase. The following paragraphs 
describe various visible surface 
determination techniques which have 
been developed and successfully 
applied. This function was performed 
procedurally (in the object space) by 
the application software running on 
the host computer. 

3.3.1. Extent checking 
Extent checking is performed to 
determine whether a 3D polygon 
model is in view or not, prior to 
individual polygon processing. It is 
applied to both dynamic objects 

(Figure 2) and static clusters (Figure 3). (It is also 
applied to terrain sections during the hierarchical quad
tree data base traversal, to be described later). The 
concept of clusters has been introduced here with 
success. Clusters represent adjoining static natural and 
man-made polygon models, such as farm houses and 
trees, which are combined and treated as a single 
polygon model. Each object/ cluster is assigned a 
bounding volume/perimeter, which effectively encloses 
all the . object/ cluster's polygons. Extent checking 
consists of determining whether the bounding 
volume/perimeter of an object/cluster falls in the FOV 
or not. It therefore eliminates the need for sending all 
polygons down the pipeline and processing each one 
separately, thus saving precious processing time. 
Depending on the observer's speed and degrees-of
freedom, extent checking can be implemented using 
either 3D vector geometry, or performing clipping 
checks of the boundary against the screen dimensions. 
(A simplified Cohen-Sutherland polygon clipping 
algorithm can be used here. (13]) 

3.3.2. Level-of-detail changes 
A polygon model viewed from a distance may cover 
only a few raster units of the screen. It is therefore not 
necessary to draw each polygon that makes up the 
model for each frame. Models further away from the 
observer can therefore be represented by fewer 
polygons. For this reason, for real-time graphics 
applications one should implement level-of-detail 
changes [23]. Dynamic objects, clusters, and terrain 
polygon models were therefore provided in the data 
base at two levels of detail: a high-resolution model; 
and a low-resolution model. The distance between the 
observer and the particular feature is used to determine 
whether the low- or high-resolution model of the 
feature is to qe used. 

3.3.3. Schumacker's list priority hidden surface 
algorithm 
Hidden surface removal can be done in either the 
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Figure 4 Schumacker's separating planes and separating plane tree 
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Figure 5 Hierarchical quad-tree data base organisation. 

object space (i.e. procedurally) or the image space (i.e. 
by the graphics hardware). The image space Z-buffering 
algorithm [ 4,13] is currently supported on all graphics 
workstations. It requires a dedicated buffer, the Z
buffer, which stores the Z screen depth of all currently 
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displayed pi.."<els. This algorithm, which is memory 
intensive, slows down the pixel draw rate by a factor of 
two to three. 

The Schumacker's list priority algorithm [26], which 
sorts the polygon data in the object space, was 
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implemented to reduce the dependance on Z-buffering. 
It is widely utilized for flight simulation [23]. This 
method involves separating polygon entities in a cluster 
from all other entities·· by planes, forming a pocket 
around each entity (Figure 4). If a plane intersects a 
polygon, the polygon is subdivided to form two surfaces 
along the intersection of the plane. This structure is 
stored as a binary tree. Each plane represents a node, 
and the coefficients of the plane are precomputed and 
stored in that node. All of this is done off-line. In real
time, depending on the position of the observer, the 
tree is traversed starting from the central plane. 
Depending on whether the observer is situated in front 
( +) or behind (-) the plane ( determined from the plane 
equation), the appropriate sub-nodes are traversed. A 
tree-traversal yields a list of objects, ordered outward 
from the observer's eye. This algorithm, which is 
more suited for hidden surface removal of static objects, 
is activated when inside a cluster boundary. Z-buffering 
is still applied to complex dynamic objects. Techniques 
for optimizing Schumacker's algorithm, by generating 
look-up tables from the binary tree (to speed up 
traversal), as well as by modifying the algorithm to suit 
dynamic objects, are currently being investigated. 

3.3.4. Hierarchical quad-tree data base structure 
By structuring the environment surface models in the 
data base in a hierarchy, one can apply the above 
mentioned visible surface determination algorithms and 
significantly improve performance. The quad-tree data 
structure is similar to a binary tree and is characterized 
by four link fields, each representing a node. It is easily 
implemented in C. The root node of the tree represents 
the overall square mission area (Figure 5). Each of its 
four child nodes represents a subset quadrant of the 
parent node. These no4es branch into four subnodes, 
resulting in a two-level quad tree. Each node carries a 
flag to indicate whether it is a terminal or non-terminal 
node. A non-terminal node contains only the bounding 
perimeter data required for extent checking. A terminal 
node contains the bounding perimeter data, and 
associated terrain and cluster polygon data. The polygon 
data is arranged in two levels of resolution, for the 
implementation oflevel-of-detail changes. The quad-tree 
data structure can be procedurally generated to as many 
nodal levels as required. It was however limited to two 
nodal levels due to the heavy processing load on the 
CPU when performing extent-checking at each node 
during traversal. Arranging the environment polygon 
data in a hierarchical structure speeds up the search 
process for data base sections and eliminates 
unnecessary display processing. Moreover, by traversing 
the quad-tree in a way that nodes further away from the 
observer are processed first, the hidden-surface 
elimination problem is partly resolved. The traversal 
order is dependent on the X-Z position of the observer. 
A background process is therefore used to compute at 
fixed intervals the traversal order for each node, 
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depending on observer's maximum speed. This 
technique was found to be suitable for applications 
where the observer has six degrees-of-freedom, e.g. 
flight simulation. In the case where the observer is 
restricted to movement along the terrain, a combination 
of vector geometry and background generation of look
up tables should be used. 

3.4 Real Time Image Synthesis Implementation 
In CGI, image synthesis takes place at the bottom-end 
of the pipeline (in the image space), making full use of 
the graphics engine hardware capabilities. While sharing 
the same concepts, approaches and techniques used in 
the generation of realistic images in CGI differ from 
those used in most commercial computer graphics 
applications. These stem from the real-time 
requirements of CGI. 

The emphasis of most commercial computer 
graphics rendering algorithms is on image realism. 
Besides surface shading, texture mapping and 
antialiasing, these algorithms rely on complex light
source and illumination models. Object space ray
tracing and radiosity algorithms, which generate 
photorealistic images involving refraction, 
interreflections and shadows are therefore very popular 
[2,16]. Despite the many optimization techniques used 
in speeding up these algorithms, they remain highly 
compute intensive and more suited towards in-door 
environments representation. 

Since the computational demands grow with the 
level of realism, and with it the price, visual simulators 
must sacrifice image realism for real-time performance. 
CGI systems therefore rely on simple surface model 
representation, such as polygons ( and to a limited extent 
quadric surfaces), which are more easily rendered when 
compared to cubic surfaces. Representation of detailed 
natural scenery is done with moderate computation 
costs. The emphasis is therefore on proprietary texture 
mapping ( also referred to as texture tiling and cell 
texturing) and antialiasing techniques. CGI systems 
avoid the on-line use of complex mathematical 
algorithms. Algorithms are chosen or developed in a 
way that would facilitate their implementation in 
hardware or firmware most efficiently. Complex 
algorithms are generally pre-computed off-line; e.g. 
generation and filtering of texture maps using fractal or 
fourier series techniques. The use of look-up tables is 
very common; e.g. random number generation. 

The following describe the more iJDportant real
time image rendering techniques that were 
implemented. These techniques depend on the graphics 
software utilities and hardware-assisted features 
available on the target system. Besides texture mapping 
and antialiasing, which were not supported at the time, 
the techniques implemented are similar to the ones 
developed by the various simulator manufacturers. The 
techniques described apply to both Hewlett-Packard and 
Silicon Graphics workstations. 
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Figure 6 Fractal terrain for visual data base amplification 

3.4.1. Time-of-day simulation 
The illumination model used was based on the ambient 
and diffuse reflection light components. Only one 
directional light source of variable RGB intensity was 
defined. This model was found to be adequate for the 
level of realism required and resulted in minimal 
processing overheads. Moving the direction of the light 
source vector resulted in different surface shading, 
effectively simulating morning, noon and afternoon. 
Faceted (Lambert) shading was used when rendering 
cluster and object polygons. Smooth ( Gouraud) shading 
was used when rendering terrain polygons. Surface 
vector normals and vertex normals required for faceted 
and smooth shading were computed by the application 
software during the initialising scenario definition phase. 

3.4.2. Night and dusk simulation with lights 
Night and dusk simulation was achieved by lowering the 
ambient light level, modifying the intensity of the light 
source, and selecting appropriate sky colours. In 
addition, different levels of depth-cueing were applied 
when rendering polygons. (Depth-cueing entails the 
blending in of a dark colour when drawing surface 
pixels, this colour being intensified with increasing 
screen depth.) Shading was disabled. Terrain and 
objects were drawn using low-resolution polygon 
models. Light points and light polygons to simulate city, 
navigation :md runway lights were rendered during night 
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and dusk simulation. A 
light polygon is simply a 
yellow polygon. A light 
point represents a 3D 
coordinate that is 
transformed and drawn on 
the screen as a single 
yellow pixel. A few 
hundred light points can be 
drawn per frame with 
minimal loss of processing 
speed. To facilitate the off
Iine generation of light
points, an off-line utility 
was written which performs 
3D mapping of light-points 
onto 30 polygons ( three or 
four-sided) with a 
controllable level of 
randomness and resolution. 

3.4.3. Atmospheric 
conditions simulation 
Cloudy conditions 
By lowering the ambient 

light level, modifying the 
intensity of the light source, 

and selecting a gray sky colour, a cloudy weather 
condition was successfully simulated. 

Haze conditions 
Haze was very realistically simulated with an 

advanced depth-cueing feature. The advanced depth
cueing feature allows for the specification of a colour 
into which a distant object gradually fades. The depth
cueing colour selected was the same as the sky colour 
being used. This results in the best blending of distant 
terrain and object polygons with the background sky. 
The active range feature was used to simulate a 
dynamically changing, observer-relative haze: as the 
observer moves closer to a terrain feature, haze recedes 
and the features become more clearly visible. 

Rain and fog conditions 
Low, medium and heavy fog and rain levels were 

simulated using the transparency and overlay features of 
the graphics engines. Transparent 4x4 pixel cells were 
defined and duplicated over the entire overlay pixel 
plane. For fog simulation a white colour for the cell was 
used. Rain was generated in the same manner but with 
a light bluish colour. Differing density levels of 
transparent pixel patterns are used to simulate low, 
medium and heavy fog or rain conditions. 

3.4.4. Quasi-texturing effects 
Dithering 
Dithering is a process whereby colours are 

approximated by intermixing two or more similar 
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colours over 4x4 pixel regions on the screen. This colour 
blending provides a realistic quasi-texturing effect, 
especially when applied to terrain polygons. 

Cultivated terrain patches 
Flat terrain sections were split into smaller 

quadrilaterals of varying colour intensity, which 
resemble cultivated patches and orchards when seen 
from the air. Level-of-detail changes were applied at 
run-time. 

Fractal terrain 
In an effort to automate the polygon data 

generation process, an off-line terrain data base 
amplification technique was implemented using fractal 
principles. From an initial mesh of control points, 
defining the most prominent features of the terrain 
surface (see Figure 6), an array of 3D NxN points was 
generated using seeded Gaussian random numbers [14]. 
The number of fractal recursions was limited, to avoid 
excessive generation of polygons. The terrain was 
rendered using the quadrilateral polygon mesh 
primitive. Two levels-of-detail polygon models were 
generated: the low resolution model using two levels of 
recursion; and the high resolution model using four 
levels of recursion. A more realistic simulation of fractal 
terrain requires at least 10 levels of recursion. 

Seascape 
Realistic seascape was implemented in a similar 

manner to fractal terrain. Based on a set of control 
points, three data structures, each representing an array 
of 30 NxN points, were randomly generated. This was 
done during initialisation. The seascape was rendered 
using the quadrilateral polygon mesh primitive and 
smooth shading, which denoted a wave-like property to 
the surface. Motion of the surface was simulated by 
altering the data structures at regular intervals. This 
feature was made selectable, as it resulted in a 50% 
drop in the image update rate. More realistic surface 
data generation techniques using sums of phase-shifted 
sinusoids [22] are currently under investigation. 

3.4.5. Transparent rotor blades 
Transparent aircraft rotor blades were simulated by 
defining the their polygons as transparent. Defining two 
sets of blades per rotor and continuously switching them 
at every frame update produced an appearance of 
rotating blades. 

3.4.6. Special effects 
The generation of special effects such as smoke, fire 
and explosions is currently under investigation. The 
approach taken relies on the off-line random generation 
of points ( or "particles" [19]) which are stored as data 
structures. At runtime points are dynamically displayed 
using a sequence of varying data structures to represent 
the way in which the phenomenon in question changes 
over time. Since each phenomenon endures for a 
limited time only, the duration of an associated display 
is correspondingly restricted. 
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4. Performance 

A visual system's performance can be gauged by 
measuring the update rate and transport delay for 
different levels of scene detail. Performance also 
depends on the training application; i.e. the way in 
which the visible surface and image rendering 
algorithms are applied. 

The HP835TurboSRX, priced at $95,000 for a fully 
configured graphics accelerator, yielded highly realistic 
images at near real-time rates. Some of the applications 
tested and the consequent results are described below. 

The transport delay in these applications was 
measured using a dual-trace oscilloscope and reflects 
the delay obtained from processing a single incoming 
message passed from a host computer. The host was 
connected to the workstation via a serial RS-232 line. 

A ship-handling application, compnsmg of 
coastlines, navigation landmarks and buoys, and 
fourteen moving ships, yielded an average update rate 
of 14Hz and a transport delay of 115ms. The scene 
detail was estimated at 1000 polygons for daylight and 
500 polygons and 500 light-points for night and dusk per 
frame. A background process was used to perform 
visible surface determination. 

A flight simulation application, using the described 
quad-tree data base and six moving objects, yielded an 
average update rate of 10Hz and 140ms transport delay. 
The scene was estimated at 500 polygons for daylight 
and 250 polygons and 500 light-points for night. The 
visible surface algorithms were fully applied in real-time. 

A flight testing application, based on a wireframe 
scenario consisting of approximately 1000 polylines per 
frame, resulted in an update rate of 20Hz and a 
transport delay of 90ms. 

The most severe limitation of the workstation was 
found to be- the relatively slow pixel draw rate (from a 
CGI perspective) which results in a fluctuating update 
rate when the polygons cover a considerable portion of 
the screen. 

In order to enhance performance in terms of 
training effectiveness, operator controls can be 
interfaced directly to the HP835TurboSRX via an HP 
Real-Time Interface (RTI) card - a front-end multi-I/0 
processing unit that slots into the workstation. It should 
be noted, however, that the HP832TurboSRX ( a scaled
down version of the HP835TurboSRX which delivers 
exactly the same performance but is priced at $75,000) 
is not bus expandable, so that interface cards such as 
the R TI cannot be used. 

While HP workstations are primarily targetted 
towards the CAD /CAM market, SGI is actively 
addressing the visual simulation market, and as such 
appears to have a better understanding the limitations 
raised in 3.1. The multiprocessor based SGI Power 
Series 40 /210GTX to 40 /280GTX superworkstations 
(the single processor based 4D/210GTX is priced at 
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$75,000.00), are rated at a 100,000 lOxlO pixel flat 
shaded polygons per second which are drawn at a rate 
of 80 megapixels per second. It can generate images 
with low scene detail at real-time rates: based on 
benchmarks requested from SGI, the 4D /240GTX can 
process 300 1000 pixel polygons at 30Hz, and 150 
polygons at 60Hz. A multiprocessor-based host 
computer implies that 1/0 processing and visible 
surface determination, can be distributed amongst the 
processors. Additional processing power can also enable 
one to implement dynamic load management, and thus 
reduce update rate fluctuations for certain scene 
situations. (A brief discussion on dynamic load 
management may be found in [6].) The recent 
introduction of the Power Vision Series, which combines 
the above multiprocessor architecture with the latest 
VGX graphics engines, proves SGI's committment 
towards visual simulation. The real-time hardware
assisted features of the VGX mentioned in 2.3 
significantly enhance the level of visual realism. 
Whether these yield update rates above 25Hz when fully 
utilized still needs to be verified by appropriate 
benchmarks. 

5. Conclusion 

The development of visual simulators based on off-the
shelf graphics workstations represents a cost-effective 
solution to visual simulation. Graphics workstations 
were found to be ideally suited for simulation 
applications requiring high definition ( non-textured) 
images at near real-time rates. As such, they are well 
suited for training applications such as ship-handling, air 
traffic control and heavy duty machinery operation, as 
well as for design testing applications. 

Having established the technological know-how, 
visual systems can be developed now at a fraction of the 
cost of commercially available ones. The development 
of visual simulators locally is also significant, as it 
stimulates local industry and reduces outflow of foreign 
capital. The systems are also more easily procured and 
maintained throughout their life cycle. 

With the introduction of "third generation" 
workstations, such as the SGI Powervision Series, the 
level of realism once only available on advanced 
simulators is now attainable on a workstation platform. 
Workstations are therefore starting to edge their way 
into the real-time, high-definition, high-realism, visual 
simulation market. Consequently, the groundwork has 
been layed to implement visual simulation across a 
broad spectrum of training and engineering applications 
at an affordable price. 

Bibliography 

[1] KAkeley, [1989], The Silicon Graphics 4D /240GTX 

68 

Superworkstation, IEEE Computer Graphics & 
Applications, pp.71-83. 
[2] J Amanitides, [1987], Realism in Computer 
Graphics: A Survey, IEEE Computer Graphics & 
Applications, pp.44-56. 
[3] K Anderson, [1989], Engineering Workstations: A 
Technical Guide, Computer Graphics World, pp.81-86. 
[4] K Booth, D Forsey and A. Paeth, [1986], Hardware 
Assistance for Z-Buffer Visible Surface Algorithms, 
IEEE Computer Graphics and Applications, pp.31-39. 
[5] P Burgin, [1988], Computers in Training Simulators, 
Military Technology MS&T, pp.25-28. 
[6] A Caduri, [1990], Cost-effective Visual Training 
Simulation based on Graphics Workstations, MSc 
dissertation, University of Pretoria. 
[7] J H Clark, [1976], Hierarchical Geometric Models 
for Visible Surface Algorithms, Communications of the 
ACM, Vol.9, No.10, pp.547-554. 
[8] R Collett, [1986], CAE/CAD Platforms, Plateaus 
and Promises, Digital Design, pp.34-40. 
[9] B Cramer, [1988], Writing Real time Programs 
Under UNIX, Dr. Dobb's Journal, pp.18-33. 
[10] B Croll, [1988], The Benchmark Dilemma - An 
Expert's Guide, Computer Graphics World, pp.59-71. 
[11] R Deyo, A Briggs, and P Doenges, [1988], Getting 
Graphics in Gear: Graphics and Dynamics in Driving 
Simulation, Computer Graphics (Proc. SIGGRAPH 
1988), 22(4), pp.317-326. 
[12] H Falk, [1988], Developers Target Unix and Ada 
With Real Time Kernels, Computer Design, pp.55-70. 
[13] JD Foley and A Van Dam, [1984], Fundamentals 
of Interactive Computer Graphics, Addison-Wesley 
Publication. 
[14] A Fournier, D Fussel, and L Carpenter, [1982], 
Computer Rendering of Stochastic Models, 
Communications of the ACM, 25(6), pp.371-384. 
[15] A Lippman, [1980], Movie-Maps: An Application 
of the Optical Videodisc to Computer Graphics', 
SIGGRAPH'BO Conference Proceedings, pp.32-33. 
[16] N Magnenat-Thalmann and D Thalmann, [1987], 
Image Synthesis Theory and Practice, Springer Verlag 
Publication. 
[17] G L Marchant, M B Stephenson, T Crawfoot, 
[1989], A Set of Benchmarks for Evaluating Engineering 
Workstations, IEEE Computer Graphics & Applications, 
pp.29-33. 
[18] WM Newman and RF Sproull, [1983], Principles 
of Interactive Computer Graphics, McGraw-Hill 
Publication. 
[19] W Reeves, [1987], Particle Systems - a Technique 
for Modeling a Class of Fuzzy Objects, Computer 
Graphics (Proc SIGGRAPH 1983), 17(3), pp.359-376. 
[20] M J Rochkind, [1985], Advanced Unix 
Programming, Prentice-Hall Publication. 
[21] J Rolfe and J Staples, [1988], Flight Simulators, 
University of Cambridge Publication. 
[22] BJ Schachter, [1980], Long Crested Wave Models, 
Computer Graphics and Image Processing, pp.187-201. 

SACJ/SART, No 5, 1991 



[23] B J Schachter, [1983], Computer Image 
Generation, John Wiley & Sons Publication. 
[24] D Simpson, [1989], Rocky Road for Real Time 
Unix, Mini-Micro Systems, pp.46-52. 
[25] R Stock and B Robertson, [1990], The Next 
Wave: Evaluating a Fundamental Shift in 30 Graphics 
Workstation Architecture, Computer Graphics World, 
pp.82-88. 
[26] I Sutherland, R Sproull and R Schumacker, 
[1974], A Characterization of Ten Hidden-Surface 
Algorithms, Computing Surveys, 6(1), pp. 1-55. 
[27] M Watkins, [1987], Software Architecture and the 
Unix Operating System: An introduction to Interprocess 
Communication, Hewlett-Packard Journal. 
[28] T Williams, [1988], Graphics systems designers 
strive for realism, Computer Design, pp. 50-61. 
[29] B Woycechowsky, [1983], Flight simulation cue 
syncronization, IEEE Simulation, pp. 740-745. 
[30] J K Yan, [1985], Advances in Computer 
Generated Imagery for Flight Simulation, IEEE 
Computer Graphics & Applications, pp. 37-51. 

SACJ/SART, No 5, 1991 69 



Notes for Contributors 

The prime purpose of the journal is to publish original 
research papers in the fields of Computer Science and 
Information Systems, as well as shorter technical 
research papers. However, non-refereed review and 
exploratory articles of interest to the journal's readers 
will be considered for publication under sections marked 
as a Communications or Viewpoints. While English is 
the preferred language of the journal papers in Afrikaans 
will also be accepted. Typed manuscripts for review 
should be submitted in triplicate to the editor. 

Form of Manuscript 
Manuscripts for review should be prepared according to 
the following guidelines. 
• Use double-space typing on one side only of A4 

paper, and provide wide margins. 
• The first page should include: 

title (as brief as possible); 
author's initials and surname; 
author's affiliation and address; 
an abstract of less than 200 words; 
an appropriate keyword list; 
a list of relevant Computing Review Categories. 

• Tables and figures should be on separate sheets of 
A4 paper, and should be numbered and titled. Figu
res should be submitted as original line drawings, 
and not photocopies. 

• Mathematical and other symbols may be either 
handwritten or typed. Greek letters and unusual 
symbols should be identified in the margin, if they 
are not clear in the text. 

• References should be listed at the end of the text in 
alphabetic order of the (first) author's surname, 
and should be cited in the text in square brackets. 
References should thus take the following form: 

[ 1] E Ashcroft and Z Manna, [ 1972], The translation 
of 'GOTO' programs to 'WHILE' programs, Pro
ceedings of IFIP Congress 71, North-Holland, Am
sterdam, 250-255. 
[2] C Bohm and G Jacopini, [1966], Flow diagrams, 
Turing machines and languages with only two 
formation rules, Comm. ACM, 9, 366-371. 
[3] S Ginsburg, [1966], Mathematical theory of 
context free languages, McGraw Hill, New York. 

Manuscripts accepted for publication should comply with 
the above guidelines, and may be provided in one of the 
following formats: 
• in a typed form (i.e. suitable for scanning); 
• as an ASCII file on diskette; or 
• as a WordPerfect, TEX or LATEX or file; or 

•in camera-reacty format. 
A page specification is available on request from 

the editor, for authors wishing to provide camera
ready copies. A styles file is available from the editor 
for Wordperfect, TEX or LA TEX documents. 

Charges 
Charges per final page will be levied on papers 
accepted for publication. They will be scaled to 
reflect scanning, typesetting, reproduction and other 
costs. Currently, the minimum rate is R20-00 per 
final page for camera-ready contributions and the 
maximum is Rl00-00 per page for contributions in 
typed format. 

These charges may be waived upon request of the 
author and at the discretion of the editor. 

Proofs 
Proofs of accepted papers will be sent to the author 
to ensure that typesetting is correct, and not for 
addition of new material or major amendments to the 
text. Corrected proofs should be returned to the 
production editor within three days. 

Note that, in the case of camera-ready submiss
ions, it is the author's responsibility to ensure that 
such submissions are error-free. However, the editor 
may recommend minor typesetting changes to be 
made before publication. 

Letters and Communications 
Letters to the editor are welcomed. They should be 
signed, and should be limited to about 500 words. 

Announcements and communications of interest to 
the readership will be considered for publication in a 
separate section of the journal. Communications may 
also reflect minor research contributions. However, 
such communications will not be refereed and will 
not be deemed as fully-fledged publications for state 
subsidy purposes. 

Book reviews 
Contributions in this regard will be welcomed. Views 
and opinions expressed in such reviews should, how
ever, be regarded as those of the reviewer alone. 

Advertisement 
Placement of advertisements at Rl000-00 per full 
page per issue and R500-00 per half page per issue 
will be considered. These charges exclude specialized 
production costs which will be borne by the 
advertiser. Enquiries should be directed to the editor. 



South African 
Computer 
Journal 

Number 5, September 1991 
ISSN 1015-7999 

GUEST CONTRIBUTION 

Contents 

Why all the Fuss About Neural Networks? 

Suid-Afri.kaanse 
Rekenaar

tydskrif 

Nommer 5, September 1991 
ISSN 1015-7999 

G Barth . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4 

RESEARCH ARTICLES 

The Placement of Subprograms by an Automatic Programming System 
J P du Plessis and H J Messerschmidt ... _ . . . . • . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9 

An Investigation into the Separation of the Application fromits User Interface 
J H Greyling and P R Warren . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16 

The Physical Correlates of Local Minima 
L F A Wessels, E Barnard and E van Rooyen 22 

An Efficient Primal Simplex Implementation for the Continuous 2-Matching Problem 
T H C Smith, T W S Meyer and L Leenen .. '. .................. ·. . . . . . . . . . . . . . . . . 28 

Concept Network Framework for a Multi-paradigm Knowledge Base 
J Kambanis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32 

PEST - A Microcompute_f Pascal Based Expert System Shell _ _ 
A G Sartori-Angus and R Neville . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39 

A Linda Solution to the Evolving Philosophers Problem 
S E Hazelhurst ...................................... -. . . . . . . . . . . . . . . . . . . . . . 44 

TECHNICAL NOTE 

Knowledge Representation using Formal Grammars 
S H von Solms, E M Ehlers and D i Enslin . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54 

COMMUNICATIONS AND REPORTS 

Book Review & Books Received . . . . . . . . . . . 1. • • • • • • • • • • • • • • • • • • • • • • • • • • • • • • • • • • • 57 
Cost-effective Visual Simulation Based on Graphics Workstations 

ACaduriand DGKourie .................................................. 58 
A Method oLControlling Quality of Application Software 

T D Crossman ....................... : . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70 
An Update ·on UNINET-ZA: The Southern African Academic and Research Network 

V Shaw ....... ; ............................. · .................... -........ 75 




