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Text Compression Techniques 

J. E. Radue 

Department of Computer Science, University of Natal, Durban. 

Abstract 
The benefits associated with text compression include more efficient use of peripheral devices. faster information transfer rates and, in some cases, 

improved sorting speeds through the use of shorter sort keys. However. these advantages must be balanced against a slight increase in CPU-time and 
the extra storage required for the associated code tables. 

Information theory and statistics of English provide a background for the discussion of various text compression algorithms. The common 
objective of the methods described is to reduce the physical size of the text file while maintaining a complete representation of the information 
(reversible compression). The methods can be divided into two main classes: 
( a) those that re-define the symbol codes to more accurate reflect the information content of each symbol, and 
(b) those that use special codes to represent commonly occurring groups of symbols, thereby reducing redundancy due to mutual information between 
symbols. 

Compression techniques not covered include those dealing with data files and with telemetry. 
Finally. another approach to compression is described. which also holds some promise for automatic indexing and simpler inverted file design in 

document retrieval systems. 

I. Introduction 
Although the cost of both immediate access and secondary memory 

seems to be rnntinually declining. it is still sound sense to use storage eco
nomically. Efficient storage, or compression, techniques currently imple
mented gener·ally result in a reduction. hy a factor of about 2. in the storage 
required for a given amount of data. Put another way. using the same 
storage space. double the amount of data can be recorded. This is. 
however. not the hoped for panacea of the ·· need more disc-space .. 
syndrome. as the compression algorithms do require some CPU time. and 
,ome data lilcs may not be amenable to compression. 

The common objective of the method;; to be described here is to 
reduce the physical si?C oft he text file while maintaining a complete repre
sentation of the information --· tcnned reversible compression. Text 
compression. bv which is meant r·evcrsiblc compression of documents or 
books written in a natural language. will be dealt with exclusively. 

Other implications of compressing data. or text. include: 
• reduced data transmission costs 

Much work is being done in the area of linking computers into 
networks. and the compression algorithms used include error 
detcctilln and cmTection facilities. ( These algorithms will not be 
dealt with here). However. even reducing the amount of useful 
information being transferred from secondary to main memory in 
one computer system could justify the use of compression. 

• sorting 
Some forms of coding can achieve efficient compression while 
maintaining lexicographic ordering. The resultant shorter keys 
( and records) should speed up sorting, while data transmission time 
is also reduced. 

• distributable tapes 
Computer-readable databases arc cuJTcntly distributed by ab
stracting and indexing services to act as the source for SDI ser
vices. If these are produced in compressed fonn. the encoding cost 
is incurred only once. while the subsequent cost of producing, and 
distributing. duplicate tapes is reduced through the use of smaller 
tapes. In the future. these databases will be distributed electroni
cally within a network. where compression will still be advanta
geous. 

2. Background 

certain language characteristics. The properties of interest here are all 
obtained from studies in statistical linguistics. and arc mainly fonnulae 
which have been found to describe expc,imcntally obtained data. 

The oldest vocabulary relation was popularised by Zipf [ 50 J, and has 
been the subject of many arguments and refinements (for example 
Mandelbrot [22] and Kucera and Francis (17]. "Zipfs Law" is as 
follows: 

P = 0,1/r 

where P, is the relative frequency ( or probability) of a word of rank r 
(Note: The types, or different words, in a sample of free text are ranked in 
order of decreasing frequency). 

Despite criticisms. Zipfs Law is useful because of its simple fonn and 
because it is found to hold with useful accuracy for a variety of languages 
when sample sizes of the order of I 00 000 tokens are considered. Zipfs 
Law indicates that most tokens in a text consist of a small core of types, 
and in fact counts indicate that. for example. the 64 most frequent types in 
a sample of English text represents about 50% of the total tokens ( Lesk 
[ 18].) 

It has also been shown (Miller et al [25] and in Kucera and Francis 
[ 17] that if the relative frequencies of tokens of the same length are plotted 
against the logarithm of their respective length, a normal distribution is 
obtained. A relationship between the number of types and tokens in a 
large corpus has also been found experimentally ( see Mandelbrot f 23 J 
and Schipma [34], and is as follows: 

D = K*P 

where Dis the number of word types.Tis the number of tokens. and Kand 
b are vocabulary dependent constants, 0 b 1. 

Information theory was developed by Shannon [42], and was soon 
applied to various fields of science. Shannon himself related information 
theory to linguistics (Shannon [43]. For a language in which characters 
occur independently, Shannon may be followed by defining the entropy, 
or the average amount of information per character in a large data set, as 

l: 
Any system that deals with natural language should take into account H = -i P; log2P; 

This paper was presented at the S.A. Computer Society Program 77 conference in Johannesburg. 
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where P, is the relative frequency, or probability, of the i'th character and 
the summation is over the different characters in the character set 

When material is represented in binary code in the most efficient way, 
it can be shown (Shannon [43)) that this entropy will be the average 
number of binary digits required to encode each character. H is a sym
metrical convex function with its maximum at the point 

P, = P2 = · · · = Pn = Vn 
In other words, the entropy function has a maximum value when all 

characters in the alphabet are equiprobable. This maximum value is 
log2 N bits, for an N-character alphabet Thus an efficient coding 
technique would assign 4,75 bits for a twenty-seven character alphabet. 

This means that if a set of statistically independent messages is to be 
stored. the encoding which minimises storage space will be one that maxi
mises the entropy. and that this occurs when the symbols of the encoding 
alphabet occur with as near as possible to equal probabilities. Huffman 
[14] has given a procedure for constructing such an optimum encoding, 
given a fixed set of messages ( i.e .. character probabilities are fixed). This 
procedure will be discussed later. 

The characters that occur in natural language text are neither 
independent (Burton and Licklider (4)) nor equiprobable (Pratt [29]). 
For example. some letters (in English. E.T. O. A. N, etc.), occur much 
more frequently than the rest of the alphabet. some letters tend to follow 
others. e.g. U after Q, Hafter T. etc .. and finally entire words or phrases 

· tend to follow other words. Because these constraints extend over many 
letters (Burton and Licklider [ 4 )), it is difficult to account for all of them. 
Shannon [ 43] estimates that the entropy for a large sample of English text 
(26 letters plus a blank), is about 1.4 bits per letter. That is. instead of the 
4.75 bits of information which could be conveyed by 27 equiprobable. 
independent characters. English text only contains about 1.4 bits of 
information per character. This difference represents the redundancy of 
English. some of which can be eliminated by appropriate encoding 
schemes. Shannon [43] also showed that the entropy of English text 
varied with message length: 
Message length (chars.) 2 3 I word + space 
Entropy (bits/char.) 4,11 3,32 3.10 2,18 

Further estimates. by other investigators. of the entropy of a word in 
English text vary from 1.7 to 2.0 bits/character (Schwartz and Klei
boemer [41]. 

The number of bits required to represent a character in a computer 
leads to a further difference. The most widely used character size is 8 bits 
( I byte). which theoretically means that for each character in an English 
text corpus. 8 bits are being used to convey only 1.4 bits of information. 

3. Discussion of Algorithms 
From the discussion above, it can be seen that there are two basic 

principles involved in compression. Firstly, it may be possible to more 
accurately match the compression code to the information content of the 
input characters and secondly, the input characters may be clustered in 
some form ( e.g .. words bigrams or other fragments) to take advantage of 
the dependencies between characters. However. there is a vast "gray 
area .. which consists of combinations of methods using both these general 
principles, and methods specially tailored to suit the peculiarities of the 
text or data being compressed. As a result, the following algorithms will be 
grouped under similarity of total method, rather than under one of the 
above two principles (Stoneburner [45)). 

Although statistical techniques of compressing digital data will not be 
dealt with here, they are of fundamental importance in the transmission of 
data ( e.g., from satellites). Typically these techniques include both 
compaction and error corection and are not reversible. The ad hoc 
techniques that depend only on the type of data being compressed. or on 
the file design, will also not be discussed (these latter techniques include 
datum subtraction or differences. abbreviations, etc.). 

It must be kept in mind that thcire are tradeoffs in the memory space 
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required to store the code tables and in the time required to perform the 
appropriate transformation, and that some techniques are better suited to 
static files than to dynamic ones. It should also be noted that comparisons 
of the compression achieved by the various techniques are very difficult 
because of the different source files used. 

3.1 Fixed Length Coding for Character Strings 
3.1.l. Character Repeat Suppression 

Although this technique works best on files which are known. in 
advance, to have long strings of repeating characters ( such as program 
source files with strings of blanks). it is mentioned briefly here as the 
method is simple, execution is fast memory requirements are small and 
appreciable compression can sometimes be achieved. 

It consists of replacing a string of repeating characters with a code 
which describes the string composition. This replacement code is usually 
three characters long, the first being a unique, or special character ( which 
is relatively rare in the file to be compressed), indicating the start of the 
code. The next two characters indicate. respectively, the character being 
suppressed and the repeat count ( usually binary) of that character. 
Obviously only repeats of characters longer than the replacement code 
should be encoded by this method. If the special character is encountered 
in the data. it could be encoded as a repeat count of I. 

A slight variation in the technique is used where it is known that many 
of the repeated strings consist of only a few characters. such as blanks or 
zeros. A different special character is used for each of these common 
repeated characters, resulting in a replacement code of only two charac
ters - the indicator and the count. 

3.1.2. Bigram Substitution 
This technique makes use of the fact that. for some code sets ( such as 

EBCDIC), the numberofbitcodes available is a great deal larger than the 
number of characters in the standard character set. The unused codes are 
substituted for the more frequently occurring bigrams. Theoretically. the 
maximum reduction achievable is 500,,f'>, since. at best. one character 
substitutes for a bigram (Bookstein and Fouty [3]). 

Various schemes have been devised and reported in the literature. 
Snyderman and Hunt [ 44] constrained their choice of encodable bigrams 
so that the initial characters belonged to a set of 8 "'master" characters. 
selected primarily by frequency (see Pratt [29]), but arranged to include 
the vowels and the blank. The second characters belonged to a set of 21 
"combining" characters, yielding a total of 168 encodable bigrams. All 
other characters were stored unaltered. Coding and decoding then 
depended in essence on the recognition of the ··master" character. 

Schieber and Thomas [33] placed no restrictions on the selection of 
bigrams ( other than frequency), sacrificing the faster recognition of the 
previous scheme for an improved set of bigrams. A compaction of 43% 
was reported when 198 of the most common bigrams were encoded, 
compared to the 35% reported by Snyderman and Hunt [44]. 

Fouty [1 OJ used bigram coding on databases of various languages and 
compared the performance to techniques based on variable-length coding 
(see 3.2). His results also indicate that it is possible to use a single set of 
bigrams for all the languages he considered (viz. English, German, 
French and Italian). and still achieve a compaction of about 40%. 

In general, bigram substitution appears to be well suited for use on 
active files of consistent provenance. The compression and decompres
sion routines are relatively fast and economical of memory. The main 
drawbacks are the selection of the bigrams to be encoded. which is usually 
based on statistics obtained from a sample of the file, and the order in 
which the bigram substitutions are to be made. Note that this method can 
be combined with a fixed substitution for a small number of common 
character strings longer than two characters (preferably starting with one 
of the encodable bigrams, for ease of programming). 



3.1.3. Common Phrase Suppression 
In this method a string of text is searched for repeating phrases 

( character strings) of any length. The phrases are then removed from the 
text and replaced by fixed-length reference numbers. The reference 
number is to an entry in a dictionary of phrases, contained in memory. 

The two main problems associated with this method are firstly, the 
choice of a good set of phrases, and secondly, the use of the phrases in an 
order that will achieve best compression. These problems are illustrated 
in the following example. It should be noted that these two difficulties are 
common to many other compression techniques (see 2 above and 3.2 
below), and various algorithms have been published to help minimise their 
effect(McCarthy [24], Wagner [47], SchuegrafandHeaps [36] and[37], 
Doucette [9], for example.) 

Consider the input string "ABCXABCYABCZXABCY". If we 
choose the phrases "XABCY" and "ABC", and apply them in that order 
to the string, we get a compressed string of length 5 characters ( assuming 
that the reference number is 1 character long). However, as "ABC" 
occurs 4 times. we could have chosen it first instead, thus obtaining a com
pressed string of 9 characters in length. Note that in general substituting 
for the longest phrase first does not necessarily give the best compression. 

The overhead at compression time is relatively high as quite a bit of 
processing is needed both to find the optimal set of phrases to be sup
pressed (McCarthy), and to find the best substitution order (Schuegraf 
and Heaps [36] and [37] Doucette [9]. If the text is reasonably stable, 
however, the phrase set selection algorithm need only be run once. 
Storage savings of from 27% (Schuegraf and Heaps [37] to 58% 
(McCarthy [24]) have been reported, although the latter figure was 
obtained through combining this method with Huffman encoding of the 
phrase references and characters. 

Note that the use of text and word fragments is very similar to this 
technique, but will be covered later because of their possible use as 
content indicators in automatic indexing. 

3.1.4. Adaptive Character String Substitution 
This is a more complex method than fixed substitution (3.1.3. above), 

with resultant higher overhead in time and space. The compression 
achieved is good and no preliminary generation of a code table is 
necessary. A brief description follows (Stoneburner). 

The compressor starts with its code tables empty. except for one entry 
for each character in the input set. The input text is scanned and a count 
kept of the occurrence of each bigram. When a specific count reaches a 
threshold value, the compressor automatically defines a substitution code 
for that bigram. The defmition is passed to the decoder as a special in
struction in the compressed data. The process is iterative in the sense that 
counts are kept for the use of defined substitution codes in combination 
with other substitution codes or characters. Thus, although each 
substitution code is defined in terms of two other characters or substitution 
codes, it may represent a long string of characters in the original text. For 
example, a long string of X's in the input will result in the definition of a 
code for XX ( say /), then the definition of a code for // ( say $, which 
represents XXXX in the input), then a code for $$ (representing 
XXXXXXXX in the input). and so on. Obviously some large tables are 
needed and considerable time is spent searching and managing them. The 
decompressor only has to recognise a new substitution code definition and 
update its table accordingly. Decompression then consists of substituting 
the correct character string for each code in the compressed data. 

On large files this technique results in a compression slightly better 
than a character-based Huffman code (Stoneburner). However, this 
depends on how'" regular" the input stream is, and on how much of the file 
has been processed (due to "warm-up" or "learning"). Tt is thus suitable 
for files of several thousand words or more, and, due to the high overhead, 
inactive files are preferred. 
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3.2 Variable length coding for Characters and 
Character Strings 
3.2.1 Huffman Codes 

A procedure for producing a "minimum redundancy code" was 
described by Huffman [14], and minimises redundancy with respect to 
the element selected - normally the single character. All redundancy 
would be eliminated if the characters occured independently. Given this 
limitation, the procedure produces, for a finite set of characters with a 
given (fixed) frequency distribution, a set of codes with a minimum 
average length. In other words, the longest codeword is associated with 
the least probable character. 

Additionally, when variable length codes are used, there must be a 
way to tell where one character ends and the next one starts. One of 
several ways of achieving this is to ensure that the code has the "prefix 
property", that is, no short code group is duplicated as the beginning of a 
longer group. Huffman codes have this prefix property. 

The algorithm for generating a Huffman code is most easily illustrated 
by following an example. Assume a 7-character alphabet, with the 
following probability distribution: 

A 
0,3 

B 
0,15 

C 
0.1 

D 
0,15 

E 
0,25 

F 
0,04 

G 
O,Dl 

The characters are first ordered by probability. A coding tree is then 
built up by. at each stage, connecting the two lowest probabilities to a node 
which is assigned a value equal to their sum, and then placing this new 
node appropriately in the ranking. The process continues until only one 
node remains ( see following figure): 

A 
E 

B 
D c 
F 
G 

j 0,6> 
0,4 -0,4 

0 3- -0 3 
o.3-0,3-0 .• 3,o:3 -Eo:3 
0,25-0,25-0.25- -o,25J-

0,15-0,15 -o'.15 ' &o 15- -o 15 

0,15-0,15 -0,15 
0,1-0,1 

1 0,05 
0,04>,J 
O,Ql 

(Note that if the new node has a probability equal to another node in 
the list, the new node should be placed above the old node(s) which have 
equal probabilities. Schwartz [39] shows that this will minimise the 
codeword lengths). 

The codes are then determined by assigning to each branch from a 
node a value of one or zero and reading from the root to each character.If, 
in the above figure, all upper branches are given a value "O" and all lower 
branches a value "I", the following set of codes results: 

Character 
Code 
L,P; 

Average length = 

A E B C D 
01 IO 000 110 01 
0,6 0,5 0,45 0,3 0,45 

I L,.P; = 2,50 bits per character. 

F G 
1110 1111 
0,16 0,04 

For decoding purposes, it is convenient to have codewords of the same 
length adjacent to each other in the tree, which leads to the following code 
(Schwartz and Kallick [40]): 

A 
00 

E 
01 

B 
100 

C 
110 

D 
101 

F 
1110 

G 
1111 



Hoffman encoding works effectively on text and almost any other 
highly redundant data, usually achieving a compaction of about 50%. It 
has also been frequently used on business-type data files. When combined 
with other methods such as blank suppression (Katcher [15]), slightly 
better results are obtained. 

It is desirable that the statistical properties of the file being compressed 
do not change over a period of time. Thus a new code table may be needed 
for a file if the character frequencies have changed considerably. In fact, 
as can be appreciated, the most important single factor in the develo1r 
mentof a Huffman code for a file is the choice of the base character set(for 
instance, see Ruth and Kreutzer [ 31 ]). If a Huffman code is based on a 
subset of the possible characters, a copy code should also be provided. 
This is a special codeword which is used to indicate that the character 
following it is reproduced exactly as it occured in the source file. 

It should also be noted that it is possible to construct non-optimal 
prefix codes which satisfy arbitrary constraints and yet produce an 
average code lengtrh close to the optimum. One such constraint was used 
by Gilbert and Moore [ 11 ], in which the numerical value of the codes 
maintains the ordering of the input symbols (which may not be in 
probability order). This is useful in sorting coded alphabetical data. 
Gilbert and Moore give an example of text coding using their algorithm, 
and report an increase in cost of only 1,9% over Huffman. Hu and Tucker 
[13] give an improved algorithm for the generation of such codes. 

A practical disadvantage of all these minimum redundancy codes is 
that decoding must be done on a bit basis, usually by a time consuming 
tree search procedure. 

3.2.2 Other Methods 
In an attempt to speed up decoding and also to handle variable length 

codes on a fixed word length computer more efficiently, various other 
techniques have been proposed. 

Bemer [2] assigned variable code lengths to words, and represented 
them by an integral number of bytes ( and thus not optimum as in a 
Huffman code), the length of any code being indicated by the first bits of 
the code. This increased the coding speed by sacrificing some coding effi
ciency. A compression of 35% was achieved but a very large word 
dictionary had to be maintained. Heaps [ 12] gives a detailed description 
of a similar scheme, together with a thorough storage analysis, while 
particulars about the program design for coding and decoding are reported 
by Thiel and Heaps [46]. 

Mullamey [26] uses so-called optimal "self defining length codes". 
These are prefix codes with the additional property that the length of any 
code can be determined from an inspection of a fixed number (k) of the 
initial bits of the code. Decoding is then reduced to two shifting and 
indexing operations per symbol: a shift of k bits, and their use to address a 
table; a further shift of the indicated number of bits, and their use to 
retrieve the decoded character from the table. Mullamey quotes an 
average cost increase of less than 5% over Huffman codes. 

A consequence of the greater efficiency of any variable length 
encoding is increased sensitivity to bit errors, resulting in loss of 
synchronisation or incorrect deconcatenation of codes. Prefix codes are 
self synchronising, and Mullamey has shown that, with a deliberate 
perturbation of the coded data. synchronism is typically regained within 
5-15 characters. 

3.3 Word Dictionary Techniques 
3.3.1 Split Dictionary Encoding 

By dividing the word dictionary into several distinct sections, long 
words may be synthesised, instead of having a separate entry for each 
word to be encoded. as occurs in an integrated dictionary. This technique 
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may be thought of as a sophisticated extension of the non-adaptive 
character string substitution methods already mentioned. 

In a stem and suffix system, there are separate dictionaries for word 
stems and suffixes. The input string is scanned and whenever the stem of a 
compound word is found in the stem dictionary, the suffix dictionary is 
searched to see if it contains the suffix of the compound word. If it does, 
the word is replaced by codes for the stem and suffix ( care must be taken of 
words with multiple suffixes). 

Schwartz [38] shows that using a split dictionary of stems and suffixes 
allows more words to be encoded for a given dictionary size than could be 
encoded with an integrated dictionary. Schwartz included a table of 
common words thus also taking advantage of the more compact and faster 
encoding of an integrated dictionary. In a later paper (Schwartz and 
Kleiboemer [41], results show that for a text length of 19 710 words, 
79 ,49% were in the common word dictionary, 12, 18% had to be synthe
sised and 8,33% were spelled. 

Another similar method was described by White [49], in which 
frequent words and letter combinations (bigrams and trigrams) were held 
in a split dictionary. The encoder was designed to collect statistics of the 
input text and of the use of the dictionary, thus enabling some hand 
optimisation of the dictionary to be performed. The final dictionary 
contained 1 340 entries and produced a claimed reduction of 47%. 
Instead of using fixed length codes for the dictionary entries, it was 
calculated by White that Huffman codes would have produced a reduc
tion of 4% more. 

As these techniques do not have a dictionary entry for all possible 
words, a spelling mode is essential to enable words not listed to be spelled 
out character by character. If the dictionary can be fixed in advance, 
active files can be compressed by these methods. 

3.3.2. Intermediate Dictionary Compression 
This is basically a word dictionary technique and is due to Cullum [7]. 

It uses Huffman and run-length coding as integral parts of the method, and 
all words must appear in the dictionary. (The Huffman codes are defined 
algorithmically so that no code table is used). 

The entire file is scanned to compile a complete dictionary of words 
and break characters (asterisk, period, comma, etc.). The break charac
ters are then Huffman coded, based on their frequency count. while the 
words are "'Huffman coded" assuming they are equiprobable ( almost the 
same as assigning binary numbers to them), to save SPU time. 

The file is then encoded as follows. A sub-string of say 1 500 words 
and break characters is taken from the file. A binary" presence vector" ( of 
length equal to the number of words in the dictionary) is then constructed 
by turning the corresponding bits on if the word that that bit represents is 
present in the sub-string. This presence vector defines the intermediate 
dictionary (ID), which consists of all the words corresponding to the bits 
set to I. The total number of words in the ID is counted and each word is 
assigned a "Huffman code" based on its position in the ID (see note on 
word coding above). The encoding for the string then consists of: 
• The compressed presence vector in run-length encoded form 
• The encoded word and break characters comprising the string in 

the order in which they appear. These are encoded by the concate
nation of a O bit with the code for each break character or a 1 bit 
with the code for each word. 

The main dictionary is included at the start of the compressed file and 
is followed by the codes for the break characters and then by the codes for 
all the sub-strings which together comprise the original file. 

With the large overheads in this method it is suitable only for large 
inactive files. The files should also be subject to infrequent searches only, 
as searching must be done serially. Cullum reported a good compression 
of 53%, recorded on a source file with many short words and misspellings 
(both of which are unfavourable to this method). 



J.4. Binary Data Compression 
,1.4. l. Run-Length Encoding 

Sl>rnc data tends to be in th,.~ form of sparse or low-density binary 
-,trings. that is. strings that ha\'t: a preponderance of zem bits (or.similarly. 
l )f ()!1C bib). Such strings also cnisc in some of the compression techniques 
prern)usly alludt:d to. A few of the many ways that have been devised to 
L:, nnprcss such strings \viii b12 briefly mentioned here. 

The cuunt of zero bits between two consecutive one bits may be en
coded using a Fibonacci code (Kautz [16]). These codes are variable 
length binary codes representing the positive integers and which have the 
pi·opcrty that no code has a run of s consecutive ones. wheres is an integer 
dependent ()11 the code and chosen by the user. The codewords are then 
separated hy the insertion of stri11gs of s ones (This method is useful only 
t,~r strings with less than I 0% ones.) 

'-\11 alternative way to cnL:,xk the count<; of nms of zeros is by expo-
nwt-fraction encoding. Each integer is encoded as an r--digit exponent ( r is 
fixed for the code) followed by a "fraction" having a number of bits equal 
to the binary value of the exponent. The fraction then gives the count of 
zeros. 

In a method te1mcd .. asynchronous compaction". the following trans
fonns are applied to the original bina0 string: 

(X) --- 0 : 0 I -- I I : I -- I 0 

These reduce the number of zeros in the string. and are applied 
repeatedly until no funhcr compaction results. Since the transform has a 
unique inverse. the 01iginal string can be reconstructed provided the 
number of times the transforn1 was applied is known. (This could be 
supplied in a control field. along with the length of the compacted string). 
Long st1ings arc compressed in sections. The method works well on 
st1ings that arc not very sparse. 

Lynch ( 19] biased the number of zeros in the source data by re-
assigning character codes ranked in order of the number of zero bits in a 
run to the characters ranked in order of frequency ( thus the most frequent 
character is assigned the code with all zero bits). An extension of this 
technique assigns similarly ranked 2-byte codes to the bigrams ranked by 
frequency. Fixed 3--bit ( and also 4-bit) Clx:ies are then used to represent 
runs of zeros (with one bits being encoded as runs of zeros of length zero). 
Reductions of the order of 309-o were obtained using bigram biasing and 4-
bit codes. 

3.4.2. The COPAK Compressor 

The COPAK alphanumeric compressor (de Maine et al [8]) is a 
recursive bit pattern recognition technique. It is fully automatic and stores 
all control inforn1ation necessa01 for decompression with the compressed 
data. The input can be any arbitrary string of characters. numbers. codes 
or bits. Compression is achieved with two basic bit pattern recognition 
routines (Type I and Type II) which operates in either slow- or fast-mode. 

In Type I compression. a codeword is substituted for a recurring bit 
pattern in the data string to be compressed. ( A codeword is a character 
which does not appear in the input.) In Type II compression. codewords 
are removed from the string. and their locations indicated by bit-maps. A 
bit-map is a bit string with one bit for each character position in the input 
string. Each bit that is turned on discloses a position in the data string 
where the particular codeword is to be inserted during decompression. 
For example. the string "computer science" could be represented as 
""c( 10000000001000IO)omputer siene". If we omit trailing zeros. and 
also use a bit map fore. the string becomes "c(lOOOOOOOOOIOOOI)
e( 00000I0000101 )omputr sin". In decoding, the substitution fore must 
precede that for c. since the bit-map for c has positions fore· sin the string. 

The control information stored with the compressed data string 
contains the codewords. the bit patterns they replace. and the bit-maps for 
the codewords if used. Thus decoding is accomplished by stepping 
backwards through the control information of the string. 
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In the slow-mode of compression. the input string is searched to 
determine the most frequently recurring bit patterns to be replaced by 
codewords. If these bit patterns are supplied to thye COP AK compressor 
by the user, this step is eliminated, giving fast-mode compression. 

Although this technique does not require much storage, the processing 
time is considerable. making it suitable for static files only. Its perform
ance is comparable to adaptive character string substitution, achieving 
compressions of around 50% on natural language texts. 

3.5 Fragments 
3.5.l. In Compression (See also 3.1.3) 

Walker [ 48] used variable length character strings ( which he called X
grams) to store names in a compressed form by concatenation of the codes 
for the X-grams. The set of X-grams, chosen on both frequency and 
length considerations. form a dictionary in which each entry is associated 
with a fixed length code. 

Another proposal for the use of variable length character strings was 
made by Clare et al [ 5]. These string can be termed fragments since they 
are not limited to be elements of words, provided they are part of the 
record. (Word fragments on the other hand, refer to sub-strings of 
complete words only). Clare et al also placed another restriction on the 
choice of fragments. namely that they should occur with approximately 
equal frequencies in the file. The fragments are chosen such that they 
occur with a frequency below a certain threshold, and they are then used 
as the indexing. compression and retrieval elements. 

Schuegraf [35] considers fragments such that there is no mutual 
overlap between the fragments. and which are chosen so that their 
frequency of occurrence is greater than or equal to a certain threshold ( see 
also Schuegraf and Heaps [36J and [37], Doucette [9]. Schuegraf 
achieved a compression of about 60% on an issue of a MARC tape 
51 04 7 characters long. 

Further implications and the construction of equifrequent character 
strings are discussed by Lynch [20J. The frequency of occurrence of 
characters and fragments is adjusted so that high frequency characters are 
.. absorbed" into lower frequency fragments. The symbol set so obtained 
results in a higher entropy (because of near equal probabilities of 
occurrence) and can be used to generate, or encode. the source file. 

3.5.2. In Indexing and File Design 

In inverted file directories. fragments have been found to be reliable 
"surrogate words" (Schuegraf, Schipma [34] and they are also useful in 
file or bibliographic searhing (Colombo and Rush [6], Clare et al [5]. 
Lynch et al [21 ], Onderisin [28]. This is so particularly in files of 
consistent provenance: the fragments constitute the attributes which are 
employed singly, or in combination, to differentiate the items in the search 
file. (It has also been stated that fragments usually include or cover mor
phemes - Rickman and Gardner (30]. One could possibly consider 
fragments as computer equivalents of mnemonics, used for improving 
recoverability and discriminability (Norman and Bobrow [27]). Rickman 
and Gardner also showed that bigrams have a meaningful measure of 
association with index tenns and can be used in automatic indexing. This 
was shown to hold for fragments as well by Barton et al [ 1] and Schuegraf 

In addition, equifrequent fragments satisfy some of the conditions 
necessary for indexing terms to exhibit good discrimination (Salton and 
Wong [32].). 

In inverted file design. the main advantages ofusing fragments instead 
of words is a reduction in the number of dictionary entries and the conse
quent saving of storage space. Schuegraf uses equifrequent fragments and, 
with the assumption that they are evenly distributed over all documents in 
the file. the inverted file directory consists of keys each with an approxi
mately equal number of entries. Furthermore. the fragment list ( or keys in 
the directory) is fixed even if the file increases in size ( recall that the 
number of word types usually increases with an increase in the number of 



tokens). This leads to considerable simplification in the design of inverted 
files. allowing for easier updating. 

4. Conclusion 
Algorithms have been discussed which have been used by various in

vestigators to compress text files. Although compression figures have 
been stated. it must be emphasised that they depend heavily on the type of 
text being compressed and on the number of bits used in the computer to 
represent a character. Until a model is presented which enables a 
theoretical evaluation of the relative effectiveness of the many compres
sion techniques to be made. the technique used in a particular application 
will still usually be chosen by experience and experiment. 
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